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ABSTRACT: The computation of two-electron repulsion integrals
(ERIs) is often the most expensive step of integral-direct selfconsistent field methods. Formally it scales as O(N4), where N is
the number of Gaussian basis functions used to represent the
molecular wave function. In practice, this scaling can be reduced to
O(N2) or less by neglecting small integrals with screening methods.
The contributions of the ERIs to the Fock matrix are of Coulomb
(J) and exchange (K) type and require separate algorithms to
compute matrix elements efficiently. We previously implemented
highly efficient GPU-accelerated J-matrix and K-matrix algorithms
in the electronic structure code TeraChem. Although these
implementations supported the use of multiple GPUs on a node,
they did not support the use of multiple nodes. This presents a key
bottleneck to cutting-edge ab initio simulations of large systems, e.g., excited state dynamics of photoactive proteins. We present our
implementation of multinode multi-GPU J- and K-matrix algorithms in TeraChem using the Regent programming language. Regent
directly supports distributed computation in a task-based model and can generate code for a variety of architectures, including
NVIDIA GPUs. We demonstrate multinode scaling up to 45 GPUs (3 nodes) and benchmark against hand-coded TeraChem
integral code. We also outline our metaprogrammed Regent implementation, which enables flexible code generation for integrals of
different angular momenta.
when low-scaling local post-HF methods are used.13,14 In
addition, many electronic structure methods such as timedependent density functional theory (TDDFT),15 complete
active space (CAS) methods,16,17 spin-restricted ensemblereferenced Kohn−Sham (REKS) density functional theory,18
and hole−hole TDA (hh-TDA)19 can be formulated using
Coulomb and exchange matrices as primitives,20 both of which
are formed by contracting ERIs with the density matrix. Any
improvements to the speed of ERIs can therefore directly
transfer to a number of quantum chemistry methods.
Quantum chemistry, as well as molecular dynamics, has
benefitted from acceleration using general-purpose GPUs.21
Computing ERIs for self-consistent field (SCF) algorithms in
HF and DFT is well-suited to GPUs, as the ratio of compute
(i.e., GPU FLOPS) to input/output memory transfer is very
́
high. Over a decade ago, Marti nez
and co-workers
implemented the McMurchie�Davidson (MD) integral

1. INTRODUCTION
As computational power increases, quantum chemistry
becomes an increasingly important tool for understanding
the behavior of known chemical systems as well as for chemical
discovery and design. Such increased computational power is
often achieved by using increased heterogeneity in computer
architectures. Unfortunately, this heterogeneity presents new
challenges for the quantum chemistry community, as codes will
need to be adapted to new architectures and scaled to larger
systems.
Evaluating two-electron repulsion integrals (ERIs) is usually
the most computationally intensive step for a widely used
family of quantum chemistry methods�Hartree−Fock (HF)
and density functional theory (DFT). The number of ERIs
scales formally as O(N4), where N is the number of atomcentered Gaussian basis functions used to represent the
chemical system. In practice, exploiting symmetry and integral
screening can bring the scaling for the computation of ERIs
closer to O(N2)1,2 or even linear by further exploiting
sparsity.3−12 Accelerating integral calculations drastically
reduces the runtime of HF and DFT. It can also impact
post-HF methods such as coupled cluster or many body
perturbation theory, which use HF as a reference wave
function but include electron correlation for a more accurate
description. Indeed, the HF calculation can be the bottleneck
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algorithm22 in the electronic structure package TeraChem20,23
and found a ∼10−100× speedup in SCF iteration timing
(depending on the system size) on an NVIDIA GPU
compared to a state-of-the-art CPU-based code.24,25 Yasuda
implemented the Rys quadrature algorithm26 for s and p
integrals on a GPU,27 and a Rys algorithm was extended to
higher angular momentum functions by Asadchev et al. two
years later.28 Since these initial efforts, several other GPU
implementations to accelerate ERIs for SCF algorithms have
followed.29−46 The various integral algorithms used in these
implementations (MD, Rys, Obara−Saika,47 and HeadGordon�Pople48) represent different approaches to account
for (a) basis set contraction and (b) integral dependence on
orbital angular momentum (s, p, d, f, etc., basis functions).
Each algorithm has different compute and memory access
patterns, and as new architectures emerge, there is no clear
winner in terms of speed.
While the hand-tuned TeraChem integral code remains
among the fastest GPU implementations for low angular
momentum, it is currently restricted to spd angular
momenta.35,42 Integrals over basis functions with higher
angular momenta (f, g, etc.) can be important for basis set
completeness and high-accuracy calculations, but are challenging to implement efficiently on a GPU due to code complexity
and large memory requirements. Asadchev et al. implemented
integrals up to g functions on a GPU using the Rys algorithm,28
which is generally slower than the MD algorithm for low
angular momenta, but has a lower memory footprint and is
therefore desirable for higher angular momenta. Tornai et al.
explored a variety of algorithms and found that only the Rys
algorithm resulted in successful GPU code compilation/
execution for integrals where total angular momentum (L)
exceeded 8 and for (dd|dd) integrals (L = 8).42 Titov et al.
were able to compile the MD kernels (including integral
derivatives) in TeraChem up to and including d integrals.35 In
each case, the researchers used metacoding strategies for GPU
code generation. Asadchev et al. used a template-based engine
to generate Rys code, and Tornai et al. used their BRUSH
meta-algorithm to select the optimal integral path among
several algorithms for a given set of angular momenta. Titov et
al. used the Maple computer algebra software for common
subexpression elimination and to aid in generating MD integral
statements in TeraChem. Song et al. extended the metacoding
framework in TeraChem to compute effective core potentials
with the automated code engine (ACE), which generates code
variant candidates for several GPU platforms, selecting from
them by explicit performance testing.49 These efforts build off
and complement a rich history of CPU-based metacoding
schemes for integral evaluation.50−58 It is clear that the
complexity of integral code at higher angular momenta,
combined with the complexity of modern compute architectures, necessitates a system that enables flexible code
generation.
The complexity of modern computation also necessitates
parallelization. When parallelizing the computationally intensive portions of quantum chemistry calculations, there are
two main directions: (1) parallelizing integrals over basis
functions, such as the ERIs discussed above, and (2)
parallelizing tensor equations found in electron correlation
methods.
Tensor equations are naturally parallelizable. Various tensor
methods have been ported to GPUs, including resolution of
identity (RI) second-order Møller−Plesset perturbation theory
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(RI-MP2), complete active space configuration interaction
(CAS-CI), and coupled-cluster singles and doubles (CCSD) as
well as with triples correction, CCSD(T).59−66 Metacoding
strategies, notably the Tensor Contraction Engine, have been
used to derive and implement parallel versions of the working
equations of many-body electronic structure methods.67−69
For increased parallelism, the TiledArray tensor framework in
the Massively Parallel Quantum Chemistry (MPQC) project
supports efficiently distributed implementations of tensor
methods.70 Their multinode, multi-GPU CCSD(T) implementation, for example, exhibited good strong scaling, with a
speedup of 13.5 on 16 NVIDIA P100 nodes for an (H2O)10
cluster (cc-PVDZ basis set).71
Parallelizing integrals over Gaussian basis functions is a more
complicated matter than parallelizing tensor methods, as
memory access patterns are irregular and there are common
intermediate variables between integrals. Schemes to scale
GPU implementations to multiple nodes have only emerged in
the past few years.38,45,72,73 Merz and co-workers have
extended the capability of their QUICK program, which
computes J and the exchange correlation potential, to 4 GPU
nodes using an MPI root-worker model.72 Kussmann and
Ochsenfeld have extended their PreLinK scheme for efficiently
computing exact exchange to 10 GPU nodes using MPI.38
Gordon and co-workers demonstrate multinode scaling of their
HF build implementation to 3 nodes on the Summit
supercomputer.45 While not directly comparable to these
implementations, Gordon and co-workers have also taken an
alternate approach and scaled a fragment-based HF matrix
build to 4096 nodes on the Summit supercomputer.73
Efforts to take advantage of modern heterogeneous
architectures using hybrid GPU/CPU schemes have also
emerged. Asadchev and Gordon implemented the Rys
algorithm in a C++ library which can combine execution on
a GPU with multiple CPUs.34 Kalinowski et al. showed
speedup on their resolution of identity HF implementation by
computing high angular momentum integrals on the CPU and
the rest on the GPU.41 Kussmann and Ochsenfeld introduced
a hybrid integral engine to efficiently use GPUs and CPUs
simultaneously within their MPI-based parallel environment.40
Supporting code for modern heterogeneous platforms can
be challenging because (1) resource management is
complicated, (2) a variety of programming models may exist
for one execution, and (3) the programming models are
asynchronous. MPI and other concurrent programming
models for parallelization were developed for and more suited
to previous machines, which were homogeneous compared to
modern platforms. Because the timings of parallel tasks are
implicitly part of the concurrent model, synchronizing these
tasks is straightforward only when execution time is known
(which is most easily achieved if machines are homogeneous).
Nevertheless, because of its ubiquity, MPI and extensions to
MPI are widely used on heterogeneous machines. MPI-based
models are used for all the multinode multi-GPU ERI
implementations discussed above, and concurrent programming models are used in other areas of computational
chemistry for large-scale simulation, for instance the popular
NAMD molecular dynamics package using the Charm++
parallel programming system.74,75
Task-based programming has emerged as an alternative to
concurrent programming models that is more suited to
heterogeneous, hierarchical machines because the timing of
parallel tasks is no longer part of the model. Instead, tasks are
B
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organized in a dependency graph, simplifying their parallelization. This paradigm largely removes the responsibility of load
balancing a specific application�a major concern for parallel
efficiency�from the programmer. While task-based programming has shown success in many fields of scientific
computing,76−79 including recent adoption of task-based
parallelism in the Kokkos library used as the backend for the
LAMMPS molecular dynamics package,80,81 there have been
relatively few examples in quantum chemistry. In the MPQC
project, the MADNESS82 task-based parallel runtime underlies
the TiledArray framework for distributed computation of
tensor methods. MADNESS supports higher-level computing
paradigms such as futures and task queues, which can address
some of the challenges of supporting code for heterogeneous
platforms by automating the details of data movement and
work scheduling. As yet, however, the MPQC developers have
not extended support of these features to integral generation.70
Like MADNESS, Legion83 is a task-based programming
model and runtime system for parallel execution. Legion is
based on logical regions, collections that express both locality
and independence of data, and tasks, functions that perform
computations on regions. Legion has been used successfully to
scale a pre-existing scientific computing application code to
high-performance architectures.79 While Legion and MADNESS are both task-based parallel runtimes, Legion has the
advantage of being part of a larger programming language
ecosystem known as Regent.84,85 Regent is a language and a
compiler which translates programs into efficient implementations for Legion, the asynchronous task-based runtime. From a
user standpoint, Regent is more straightforward to use: Regent
programs require no explicit synchronization and appear to
execute sequentially. The Regent compiler also affords
increased flexibility on two fronts: (1) automatic generation
of both CPU and GPU code variants of tasks and (2)
expressive and fully automatic metaprogramming. These
features�automation within a parallelization framework�
make Regent well-suited for extending integral code to higher
angular momentum systems and to larger, heterogeneous
architectures.
In this work, we demonstrate how the Regent language can
be used to automate both the generation of integral code and
the parallelization of computing across multiple architectures.
In Section 2, we give a brief overview of generating ERIs,
specifically using the McMurchie−Davidson algorithm to form
the J- and K-matrices. In Section 3, we introduce relevant
features of the Regent parallel programming language and
discuss the metaprogramming approach we use to generate
integral code. Section 4 presents benchmarking and scaling
results and discusses implications of these results, and Section
5 contains concluding remarks.
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where R⃗ is the atom center, (x, y, z) are the components of the
vector r⃗ − R⃗ , (n, l, m) are the components of the total angular
momentum, and Nnlm is a normalization constant. For efficient
evaluation, integrals are computed in groups sorted by angular
momentum (shells).
In an integral-direct SCF procedure, the Fock matrix is
evaluated at each iteration:
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The first term, h, contains all one-electron integrals and the
second term all two-electron integrals. D is the density matrix
of molecular orbital coefficients in the atomic orbital (AO)
basis. In a practical implementation, the ERIs themselves are
not explicitly generated and stored but rather the Coulomb (J)
and exchange (K) matrices,86,87 given by
J
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( |
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K
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are computed as needed.
2.1. McMurchie−Davidson Algorithm. While Boys88
showed there is a straightforward expression to compute the
integral over shells with the lowest angular momentum, (ss|ss),
the integral expressions become increasingly complex as orbital
angular momentum L increases (p, d, f, etc.). There are several
algorithms22,26,47,48 whose common goal is to compute ERIs
for arbitrarily large L. TeraChem implements the McMurchie−
Davidson (MD) algorithm,22 which is well-suited for basis sets
of low angular momentum. While the Rys quadrature method
is thought to be better suited for high angular momentum basis
sets, recent results presented by Tornai et al.42 reveal that, in
practice on the GPU, it is not clear. A large majority of their
most performant f and g integrals were variants of either MD
or Head-Gordon�Pople (HGP), another algorithm in the
MD family which is dissimilar to Rys. Thus, we focus our initial
code generation efforts on MD, working off hand-written MD
code for s, p, and d kernels in TeraChem.
In the MD algorithm, the ERI is re-expressed in a Hermite
basis using the Gaussian product rule, which expresses the
product of two Gaussians as a single Gaussian. For two
Gaussian basis functions on atom centers A and B, we obtain a
function on a new center P (neglecting normalization for
notational simplicity):
÷
÷
÷
n n l l m m
2
P (r1) = A (r1 ) B(r1) = xAxB yA yB zA zB GP exp(
PrP )
(6)

2. OVERVIEW OF INTEGRAL GENERATION
Two-electron repulsion integrals (ERIs) are the most
expensive components of self-consistent field (SCF) methods
such as Hartree−Fock (HF) and density functional theory
(DFT). ERIs are given by
( |
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Figure 1. Schematic of implementation in Regent. (a) J-matrix computation. Region for ket contains pair quantities as well as density values, while
region for bra contains pair quantities and J-matrix values. Bra and ket regions are partitioned according to angular momentum, ss, sp, and pp as
shown in this example. The execution loop runs over bra partitions and ket partitions, launching nine tasks which can be run in parallel. The bra
regions can be further partitioned if desired (dotted lines) to allow for further parallelization (18 tasks in this case). The figure highlights the
computation of an integral in the ppsp block, which is summed (along with other elements in its row), into the corresponding entry of the J-matrix.
(b) K-matrix computation. Pair quantity regions are partitioned by angular momentum and desired parallel factor in the same manner as in the Jmatrix computation. However, because the indices of the integral do not match the density matrix and K-matrix, these matrices must be stored in
separate regions (bottom and right of figure). Integrals in the lower triangle are not shown because they can be computed from the upper triangle
using [bra|ket]�[ket|bra] symmetry.

÷÷
For the ket, one can analogously form Q (r2 ). Each fourcentered integral [μν|λσ] can now be expressed as a twocentered integral, [P|Q].
The pair distributions ΩP and ΩQ are expanded in a basis of
Hermite Gaussians Λi in each coordinate. In the x dimension,
for example, we have
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RNLM0 can be computed via the following recurrence relations
with base case R000j:
RN , L , M , j = a RN
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The terms in the two-electron integral which depend on
angular momentum can now be taken outside of the integral
and written as a set of derivatives with respect to coordinates P⃗
÷
÷÷
and Q⃗ , leaving the integral over electronic coordinates r1 and r2
to be evaluated using the Boys function, Fj (T):
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The derivatives are then expressed as auxiliary functions RNLM0
such that
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where n and n̅ denote the x-components of angular momentum
for Gaussians on A and B, respectively, the expansion
̅
coefficients dn,n
N are obtained via Hermite recursion relations
(see ref 22), and
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Thus, the set of RNLM0 required to compute the integrals can be
generated using recurrence relations and a table of Fj(T) for all
j between 0 and N + L + M.
2.2. Constructing Coulomb and Exchange Matrices.
As noted above, the Coulomb and exchange matrices are the

F0(T )
(10)

where
D
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true objectives of an efficient ERI implementation. Within the
MD algorithm, eqs 4 and 5 can be expanded into three stages:
(1) preprocessing, where the ket in the two-centered Cartesian
basis is contracted to the one-centered Hermite basis and
combined with elements of the density matrix, (2) integral
evaluation in the Hermite basis using auxiliary functions, and
(3) postprocessing, which contracts over the bra Hermite basis
and transforms the result matrix back to the Cartesian basis. In
the following, the use of brackets denotes integrals over
uncontracted, so-called primitive basis functions.
The Coulomb matrix is expanded as
J[

]

=

[ |

J[

]

=

E[[P ] ]
[P ]

]D[

]

E[[Q ]]D[

[P | Q ]
[Q ]

[

]

(15)

]

where the E coefficients represent the Cartesian−Hermite
transformations. The rightmost sum is the preprocessing, and
is computed on the CPU. D[Q] is then sent to the GPU, where
J[P] is formed by reducing over the Q index and then sent to
the CPU. The leftmost sum is postprocessing, also computed
on the CPU. Because of the clear separation between the three
stages, the complexity of a GPU kernel for the J algorithm
comes almost entirely from generating the auxiliary functions
RNLM0 required for the middle sum.
The K algorithm, however, is more complex because the
indices of the ket, |νσ], do not match those of the density
matrix, D[λσ]. The expansion is
K[

]

=

K[

]

=

[ |

]D[

]

E[[P ] ][P|Q ]E[[Q ]]D[
[P ] [Q ] [

]

]
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where now the three sums cannot be separated. In addition to
generating RNLM0, the GPU must also compute the transformation of density elements to the Hermite basis and the
transformation of the resulting K matrix to the Cartesian basis.
As angular momentum increases, the complexity of GPU
kernels�especially K kernels�increases rapidly. In TeraChem, kernels for integrals of s and p angular momentum were
hand-written,25,30 while those for d were partially autogenerated.35 Moving beyond d, it would be highly desirable to fully
autogenerate kernels. With increased complexity also comes
more costly kernels. Current TeraChem GPU kernels can be
parallelized across GPUs, but this limits the study of chemical
systems to those that can be computed in a reasonable time on
a single node. To enable efficient integral calculations (1) on
larger systems and (2) using basis sets with higher angular
momenta, it is necessary to expand beyond our current
compute model.

Figure 2. Algorithms for Regent (a) J-matrix and (b) K-matrix
implementations.

Figure 1 gives an overview of our implementation of the Jmatrix and K-matrix algorithms using Regent data structures
and tasks. Bra and ket regions are partitioned according to
angular momentum, resulting in separate tasks for each angular
momentum block, i.e., a task for (ss|ss), a task for (ss|sp), and so
forth. One can optionally further partition bra regions for
increased parallelism (dotted lines in Figure 1). Tasks are loadbalanced for parallel efficiency by using the optional partition
to break each angular momentum block, e.g., (ss|ss), into n
tasks (where n is the number of GPUs employed), and then
assigning tasks to processors in a round-robin forward/
backward allocation. We find that, even though task times
vary widely (due to high vs low angular momentum or number
of integrals to calculate), the task-based launching system in
Regent handles load balancing well and maintains high parallel
efficiency (Performance and Discussion). Pseudocode for the
implementation in Regent is given in Figure 2a (J-matrix) and
Figure 2b (K-matrix).

3. IMPLEMENTATION IN REGENT
Regent85 is a task-based programming language for highperformance computing. Regent provides an expressive data
model; the programmer defines the data for their simulation in
logical regions (tables similar to relations in databases or
dataframes in data analytics), which are then operated on by
tasks, the Regent equivalent of a function and the fundamental
unit of parallel execution. Regions can be partitioned into
subregions for parallel execution, which are acted upon by
tasks in the same way.
E
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Figure 3. Overview of the Regent approach to executing code on multiple architectures. Regent tasks are compiled using LLVM into assembly for a
CPU (x86) or a GPU (PTX). Logical regions are abstract Regent collections that have no specified layout or location in memory. A mapper takes a
task implementation and its logical region arguments and selects a processor to execute the task (solid arrows) and a memory to hold the physical
instances of each of region associated with the task (dashed arrows). By using a mapper, memory management is abstracted away from the
programmer, but it is also possible to replace the mapper policy with a custom policy if desired. Regent code can be executed on a variety of
computer configurations such as a single CPU, a single GPU, or a supercomputer with multiple nodes which each contain many CPUs and GPUs.

was used for optimal load-balancing (in this case, assigning
tasks to processors in a round-robin forward/backward
allocation). Only after this assignment is physical data
allocated and populated. The mapping process occurs as the
simulation is running; the runtime system performs a
dependency analysis, figuring out which tasks can be run in
parallel based on whether the operations the tasks perform on
their region arguments are safe to execute concurrently. A
dynamic dependence analysis is much more precise than a
static dependence analysis (i.e., at compile time), as the exact
data used by tasks are only known with certainty when the
program is executed. Furthermore, if the execution time of a
task is generally greater than the cost of dependence analysis
for a task (which is easily satisfied in our application), then the
cost of the dependence analysis can be hidden by executing it
concurrently with the application tasks. Overall, by programming in the Regent language, the issues of portability across
different kinds of processors (CPU, GPU), memory and
communication management, and exploiting parallelism are all
handled by the language implementation or the mapper.
3.2. Metaprogramming Approach using Regent. A
second feature of interest for implementing ERIs is the
expressive metaprogramming features of Regent. The MD
algorithm, along with other integral algorithms, lends itself to
metaprogramming because the general form computes the
required auxiliary functions RNLMj via recurrence relations.
Figure 4 gives an example of using the recurrence relations to
generate the necessary auxiliary functions in the case where
total angular momentum N + L + M = 2, used, for instance, in
an (ss|pp) or (ss|sd) kernel. In practice, RNLMj are not generated
by recursion but rather by unrolling the expressions and
evaluating intermediate computations, as shown in Figure 4. As
total angular momentum increases, the number of expressions
grows considerably. Handwritten GPU kernels for d functions
can be thousands of lines long. Handwritten code for the J- and
K-matrix algorithms beyond d angular momentum would be
extremely difficult to write, adjust, and maintain.

Figure 4. Generation of auxiliary functions using recurrence relations
from the McMurchie−Davidson algorithm. Green boxes and the
prefactors a, b, and c are inputs, gray boxes are intermediates, and blue
boxes are outputs. Variables at arrow bases are multiplied by the
prefactors in circles and summed into variables at arrow heads.

3.1. Integral Code on Multiple Architectures. A major
advantage of Regent code is its ability to be hardware agnostic.
The Regent system distinguishes between logical and physical
data, such that the runtime can decide when and where to
allocate memory. Regent code has straightforward sequential
semantics but generates code that can run in parallel on a
variety of architectures�CPUs, NVIDIA or AMD GPUs, and
multiple nodes with CPUs and GPUs.89Figure 3 outlines the
approach: Regent tasks are compiled into assembly for a CPU
and/or GPU. During program execution a mapper assigns each
task to a processor and assigns the logical regions required by
that task to a physical memory. The mapper is a set of policies,
implemented as a plugin to the runtime system; there is a
default mapper but for our implementation a custom mapper
F
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Figure 5. Metaprogramming approach for computing ERIs in Regent. Code snippet shown here for generating auxiliary functions RNLMj in the
McMurchie−Davidson scheme. The metaprogramming code (left panel) can express arbitrary angular momentum by inserting statements into an
accumulated list according to the parameter length, the total angular momentum of all four orbitals. During the metaprogramming stage (first
arrow), the Regent system runs the metaprogramming code with a selected length (in this case, we chose the simple case with total angular
momentum equal to 2). This generates a list of statements which compute the desired set of RNLMj (second panel). In the compile stage (second
arrow), the statements are compiled to LLVM intermediate representation (third panel) and then to assembly (not shown). Both the
metaprogramming stage and the compile stage occur during compilation of the Regent code. At runtime (right panel), the executable computes Jor K-matrix elements.

Figure 6. Scaling behavior of (a) Coulomb and (b) exchange for an isolated duplex of DNA (PDB ID: 1ZF7) at the RHF/6-31G level of theory.
Time is for a single iteration (averaged over SCF iterations). Different system sizes were generated by sequentially adding base pair units to the
DNA duplex. Conventional Fock builds were done in double precision, screening pairs with self-repulsion below 10−15 hartree and neglecting 4index quantities with Schwarz bounds less than 10−11 hartree (except in Regent K implementations, where pairs are screened but 4-index quantities
are not screened). Processors are NVIDIA Tesla K80 GPUs and Intel Xeon E5-2680 v2 CPUs on the XStream GPU cluster at the Stanford
Research Computing Center. (a) For J, hand-optimized TeraChem kernels are compared to metaprogrammed Regent code running on a CPU and
a GPU. (b) For K, we again compare metaprogrammed to hand-optimized code, but also compare TeraChem K kernels wrapped and launched by
Legion (Legion/TeraChem K).

In contrast to handwritten integral code, in a metaprogramming scheme the user specifies an algorithm for generating
code and the angular momentum for the desired set of
integrals, and the necessary expressions are generated. Figure 5
outlines Regent’s stages of metaprogramming for the same
example used in Figure 4, where N + L + M = 2. The
metaprogrammed code shown in the left panel of Figure 5 can
generate expressions for auxiliary functions of arbitrary angular
momentum. In this example, it generates statements for N + L
+ M = 2 (middle panel), which then get compiled into an
LLVM intermediate representation before further compilation
and, finally, execution (right panel). In addition to the auxiliary

function code shown in the left panel of Figure 5, we have also
metaprogrammed the code that combines density matrix
elements with their appropriate integral elements for both the
J-matrix and K-matrix algorithms.
In contrast to metaprogramming approaches used previously
in TeraChem,35 all stages of code generation and compilation
occur with one user input: compiling the Regent code. The
Regent language is embedded in Lua,90 a full scripting
language similar to Python that is popular in the graphics
community. Lua is also host to Terra, a low-level language
metaprogrammed by Lua. Lua is to Terra as C++ templates are
to C++; however, Lua provides better ease of use as a
G
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Figure 7. Strong scaling of the Legion/TeraChem exchange (K) matrix build averaged over SCF iterations for 1−10 DNA base pairs in a DNA
duplex (RHF/6-31G). Processors and configurations are the same as described for the calculations in Figure 6. (a) Calculations on 1 node with 1,
2, 4, 8, and 15 GPUs followed by calculations on 2 nodes with 15 GPUs each. (b) Scaling comparison of several GPUs on one node with one GPU
on each of several nodes using the largest DNA system (10 pairs).

metaprogramming system because it is a full programming
language, unlike C++ templates.84,85 Because Regent is also
embedded in Lua, a Regent user is able to take advantage of
the full expressive power of Lua and Terra to write programs
that generate Regent code. In practice, a Regent user writes
Terra functions which emit Regent code statements. The
Regent compiler and runtime system then take this generated
code, compile it, and execute it in parallel. Because of these
features, the Regent integral code can be both expressive and
performant. Section I of the SI contains the metaprogramming
code to generate a J-matrix computation. Just over 150 lines of
metaprogramming code is sufficient to generate code for
arbitrary angular momentum, which, when compared to
thousands of lines of hand-written CUDA kernels in
TeraChem (1500 lines for s and p kernels, 22000 lines
including d kernels), achieves equivalent performance�see
Section 4. In addition to the documentation in the SI,
standalone source code, installation instructions, and example
inputs for the Regent J implementation are made available on
the public repository, github.com/mtzgroup/j-eri-regent.

the hand-optimized code, but the generated GPU code is also
nearly ∼100× slower. A factor of ∼3 of this slowdown may be
explained by the fact that the metaprogrammed K
implementation screens only pairs and not 4-index quantities.
The remaining slowdown, however, is not unexpected�as
discussed in Section 2, the K-matrix algorithm is more complex
than that of J because the indices of the ket, |νσ], do not match
those of the density matrix, D[λσ]. This mismatch results in
irregular memory access patterns on the GPU. TeraChem
overcomes this with highly specialized data structures and
kernels that are not immediately available with the Regent
metaprogramming scheme.
While we see performant results for the Regent J
implementation out-of-the-box, we would like to scale efficient
versions of both J and K to multiple GPU nodes to enable
efficient large-scale SCF computations. Therefore, we take an
alternate approach for K: we wrap the existing TeraChem K
kernels for s, p angular momenta with Legion data structures
and launch these TeraChem kernels as Legion tasks. In the
current work, we omit d kernels in order to explore whether
the performance and flexibility of Regent justifies the difficult
programming task of improving the performance of the
metaprogrammed K implementation. The performance of the
Legion-wrapped K implementation, labeled Legion/TeraChem
K, is shown by the green dotted line in Figure 6b. The singleGPU performance matches TeraChem, and for small systems
is slightly faster because the Legion implementation takes
advantage of data shared between kernels, keeping these in
GPU memory between kernel launches. All timings in Figure 6
can be found in Supporting Information (SI) Table S1.
Figure 7 plots the scaling efficiency of the Legion/
TeraChem K kernels on multiple nodes and GPUs using the
same DNA system as in Figure 6. We show scaling only for K
as it dominates the computation, ∼4× slower than J.
Analogous scaling plots for J can be found in Figure S1 in
the SI. Figure 7a shows the strong scaling behavior of 10
system sizes (1−10 DNA base pairs) on the following
configurations: 1 node with 1, 2, 4, 8, and 15 GPUs, followed
by 2 nodes with 15 GPUs each. The computing cluster we
used to test scaling has 16 NVIDIA Tesla K80 GPUs per node;
however, we reserve 1 GPU for TeraChem’s other GPU
kernels (one-electron integrals), leaving 15 GPUs for Regent J

4. PERFORMANCE AND DISCUSSION
We used the metaprogramming approach described in the
previous section to generate CPU and GPU variants following
the J- and K-matrix algorithms implemented in TeraChem.
Legion is integrated with TeraChem, and these variants can be
compiled with a flag and executed as an alternative to the preexisting J and K kernels. Figure 6 benchmarks the performance
of these Regent-generated codes against the TeraChem handoptimized GPU kernels on a single processor. We evaluate J
and K execution times in double precision averaged over SCF
iterations for a DNA duplex using RHF/6-31G, which includes
s and p integral kernels. Pairs are neglected if the self-repulsion
of the charge distribution is less than 10−15 atomic units, and 4index quantities are neglected if the Schwarz bound is less than
10−11 atomic units (see Figure 11 for a more thorough
discussion of integral screening). For J, the performance of the
Regent-generated GPU code matches that of the handoptimized kernels. Both scale approximately as N2. Both
GPU codes are 100−400× faster than the CPU version for
various system sizes, consistent with previous comparisons.35
For K, the Regent-generated CPU code is ∼100× slower than
H
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Figure 9. Speedup of single-GPU over single-CPU execution times
for a single J-matrix computation using Regent-generated GPU and
Regent-generated CPU codes. Results are given for two system sizes
(1 and 2 DNA base pairs) and five basis sets with increasing angular
momentum: 6-31G, 6-31G*, cc-pVDZ, cc-pVTZ, and cc-pVQZ. The
table below the chart reports the percentages of d, f, and g orbitals in
the DNA systems for each of the basis sets. GPU execution times are
written at the top of each bar. J-matrix computation done in full
double precision, screening pairs with self-repulsion below 10−15
hartree and 4-index quantities with Schwartz bounds also less than
10−15 hartree. Processors are the same as those described in Figure 6.

using 45 K80 GPUs. Timings in Figure 8 can be found in
Table S2.
Comparing to recent MPI-based multinode GPU ERI
implementations discussed in Section 1,45,72 the parallel
efficiency achieved by the task-based implementation in this
work is similar. The most direct comparison can be made to
results reported by Merz and co-workers on the same
processors, NVIDIA Tesla K80 GPUs. They report the parallel
efficiency of ERI computation in their QUICK program to be
71% on 16 K80 GPUs for a water system with 2250 basis
functions.72 While the authors use a different integral
algorithm (OSHGP47,48), molecular system, and basis set
(def2-SVP) than the systems we tested, we are interested in
comparing workloads and can use a computation taking
comparable time in this work: 9 DNA base pairs and 3755
basis functions. We report 78% parallel efficiency for K and
48% for J (for a total ERI parallel efficiency of 68%) on 15 K80
GPUs. Note that Merz and co-workers do not include MPI
communication in their timings. Gordon and co-workers
report parallel scaling with various systems up to 18 NVIDIA
V100 GPUs. While they include other SCF components in
their timings, they note that ERI computation accounts for
95% or more of the computation time. We can thus reasonably
compare the scaling of our total ERI time (J + K) to their data.
While the timings they report on V100 cards are not directly
comparable to those on K80 cards, we can compare scaling
behavior. We note they report parallel efficiencies which do not
increase with larger system sizes for a given basis set (Figure 7
in ref 45). We compare their RNA calculations to the largest
system we tested, GFP, using the same basis set (6-31G):
Gordon and co-workers report a maximum parallel efficiency
of ∼75% at 18 GPUs, while we report 77% at 15 GPUs and
72% at 30 GPUs (Figure 8b).
In addition to the parallel performance of s and p GPU
kernels we discuss above, we also demonstrate the performance
of the metaprogrammed code for high angular momentum.

Figure 8. Regent J and Legion/TeraChem K (a) SCF iteration times
and (b) parallel scaling (averaged over the first 10 SCF iterations) for
the entire green fluorescent protein (RHF/6-31G). ERI total time
includes J and K execution time. Processors and configurations are the
same as described for the calculations in Figure 6. Calculations are on
1 node with 1, 2, 4, 8, and 15 GPUs followed by calculations on 2 and
3 nodes with 15 GPUs each.

and Legion/TeraChem K. For the largest DNA system (4178
basis functions), we achieve parallel efficiencies of 80% at 15
GPUs and 68% at 30 GPUs.
Figure 7b compares the strong scaling of the largest DNA
system on two configurations: multiple GPUs on 1 node vs
multiple nodes each with 1 GPU. The two are equivalent, both
achieving high parallel efficiency up to 8 GPUs. We may
conclude from this that Legion’s multinode parallelization
scheme works well for this application. All timings from Figure
7 can be found in Table S1.
Figure 8 shows the multinode performance of the
implementation on a very large system for quantum chemistry
standards: the entire green fluorescent protein (GFP). This
molecule has 3865 atoms and 21124 basis functions (6-31G
basis set). It is a fully three-dimensional structure that does not
benefit from artificially effective integral screening (e.g., as
would be observed in a linear chain). We achieve J and K
execution times per SCF iteration of 80 and 253 s, respectively,
I
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Figure 10. Hardware versatility of the metaprogammed Regent code. Processors are as described in Figure 6. (a) Strong scaling of the Regent
metaprogrammed J and K (CPU version) on 16 CPUs per node up to 8 nodes. Solid lines show K strong scaling, and dashed lines show J for three
system sizes: 1, 3, and 5 base pairs of the DNA duplex. (b) CPU weak scaling efficiency of K (solid line) and J (dashed line) using increasing DNA
system sizes scaling up to 64 CPUs. Data is relative to 1 base pair system (367 basis functions) on 1 CPU. J and K basis sizes for each CPU
configuration are given at the bottom of the figure. (c) Speedup achieved by parallelizing a small fraction (∼5−10%) of the work required to
compute the J-matrix across multiple CPUs. System is 5 base pairs of the DNA duplex. The remaining fraction of the work is computed on 1 GPU.
Baseline (dotted line) is computing all work on a single GPU.

Figure 9 plots GPU speedups for J-matrix calculations using
basis sets with increasing angular momentum including d, f,
and g orbitals. All J code up to and including g orbitals (225
unique kernels) can be generated by Regent on the order of
hours using a single core for compilation. GPU speedups
reported in Figure 9 are relative to single-CPU execution of the
Regent-generated CPU code. Regent CPU code times are
within a factor of 2 (faster/slower) of the Q-Chem electronic
structure package on a similar CPU (see Table S3 in the SI).
For the 1 base pair DNA system, GPU execution time per
integral increases by a factor of 2.1 when adding f orbitals (ccpVDZ to cc-pVTZ), and by a factor of 7.0 when adding f and g
orbitals (cc-pVDZ to cc-pVQZ)�see Figure S2 in the SI for
the complete analysis. While GPU speedup over the CPU is
highest for systems with low angular momentum, we still
observe significant speedup (>5×) even using the cc-pVQZ
basis set on the DNA system (20% d orbitals and 17% f and g
orbitals). A common concern when computing ERIs of high
angular momentum on a GPU is register pressure due to large
numbers of intermediates. Our results on an NVIDIA K80
GPU suggest that, for the J-matrix algorithm, there is still a
benefit to using a GPU for high angular momentum basis sets.
Indeed, as suggested by results presented by Tornai et al. (see

Figure 5 in ref 42), we would expect increased speedup for
high angular momentum basis sets on more powerful GPUs
with increased registers such as the NVIDIA V100.
A key advantage of Regent is its ability to effortlessly
incorporate heterogeneous architectures. Here, we demonstrate the execution and show the scaling of ERIs on CPUs
across multiple nodes. Figure 10a shows the strong scaling of J
(dashed lines) and K (solid lines) for 1, 3, and 5 base pairs of
the DNA system. Tasks are parallelized using 16 CPUs per
node across up to 8 nodes. At 16 processors (1 node), the
parallel efficiencies of K and J are 89% and 78%, respectively.
At 128 processors (8 nodes), K achieves a parallel efficiency of
84%, and J 36%. Figure 10b shows the weak scaling efficiency,
increasing J and K workloads proportional to the number of
CPUs. K maintains good weak scaling efficiency up to 32
CPUs, and J up to 16 CPUs. Analogous weak scaling plots for
the GPU data are reported in Figure S3. Note that the version
of K in Figure 10 is the CPU version of the metaprogrammed
code.
We also demonstrate Regent’s ability to incorporate
heterogeneous architectures in a single program execution by
bringing the CPUs to bear on the ERI problem in conjunction
with the GPUs. We take a small fraction (∼5−10%) of the
J
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overall work required to compute the J-matrix and map this
work to CPUs. The remaining work is executed by a single
GPU. Figure 10c shows speedup as the small fraction of work
is parallelized across CPUs, compared to the baseline of
computing all work on the GPU. Because the GPUs are so
much more performant than the CPU cores (as shown in
Figure 6), we only see a performance improvement (6%) when
16 CPU cores are utilized. Nevertheless, this demonstrates that
the Regent implementation enables mixed use of CPUs and
GPUs with no changes to the ERI code.
The use of sorting and screening based on the Schwarz
integral bound91 has been shown to provide significant
speedups for J and K.25,27 The Schwarz inequality (further
reduced using the density matrix1) is given as
)D |

( |

)1/2 ( |

)1/2 |D |

(17)

)|

( |

)1/2

|

)1/2

(19)

5. CONCLUSIONS
We have demonstrated a task-based implementation of ERIs in
the Regent language and Legion parallel runtime system,
scaling J and K matrix calculations to multinode multi-GPU
machines. Regent is well-suited to modern, heterogeneous
computer systems because it can automate both code
generation and parallelization. Regent enables the parallel
execution of a single programmed code on various

This 4-index quantity can only be computed on the GPU, as it
requires information about both the bra and ket charge
distributions. However, as shown in the rectangular blocks of
Figure 11, a large fraction of integrals can be screened simply
from pair quantities if they fall below a threshold, using either
|( |

(

for the ket. In TeraChem, these pair bounds are evaluated
before kernel execution, and pairs which fall below a threshold
are removed entirely from the calculation. The TeraChem J/K
kernels also perform further screening on the GPU, based on
the 4-index Schwarz bound. While the Regent J and Legion/
TeraChem K implementations both screen integrals in an
equivalent manner to TeraChem kernels, the Regent K
implementation does not perform 4-index Schwarz bound
screening (though it does benefit from pair screening). This
raises the question as to the relative importance of the two
forms of screening (pair vs 4-index). We address this question
here. Figure 11 provides data for the relatively small 1 DNA
base pair system (6-31G, 367 basis functions). The pair
screening is denoted by the solid lines (at two different
thresholds), while the additional benefit derived from 4-index
screening is shown with dotted lines. It should be clear that the
majority of the screening benefit comes from the pair screening
in this case. For large systems, pair screening would constitute
an even larger fraction of integral screening. Nevertheless,
there are performance gains from 4-index screening, so we are
pursuing the implementation of 4-index screening in our
Regent-based metaprogrammed K implementation.
While we focused on s and p kernels for benchmarking and
scaling of both J and K, our results in Figure 9 demonstrate
successful compilation and performant GPU execution of the
metaprogrammed J-matrix code for d, f, and g kernels. For K
kernels beyond p�i.e., beyond the TeraChem kernels we have
wrapped by hand using Legion�we will need improved codegeneration schemes to produce performant GPU code that can
be scaled to multiple nodes. It is clear from the results
presented here that this larger undertaking is justified, and
improving K code generation will be the main focus of our
future efforts. Future work will also include performance
testing on both NVIDIA and AMD architectures (as well as
any other architectures the Regent project supports going
forward) and parallelizing linear algebra components of SCF
calculations across multiple GPU nodes, as these components
become dominant for large system sizes.
While we implemented only the MD algorithm to compute J
and K matrix elements, another consideration for future efforts
is implementing alternative algorithms such as Rys for high
angular momentum kernels, or using hybrid-algorithm schemes
for integral code generation, as Tornai et al. show using their
BRUSH meta-algorithm in the BrianQC project.42 They
explored the combination of multiple algorithms including
HGP, MD, and Rys using a computer algebra system to
determine optimal integral generation routes and were able to
produce code extending to g functions. Combining such
optimization efforts with a versatile, parallel task-based runtime
system such as Legion could enable the generation of optimal
integral code for a given architecture. This would certainly be a
powerful tool for quantum chemists.

Figure 11. Illustration of ERI organization for J-matrix construction of
1 DNA base pair with integral elements grouped by angular
momentum and sorted by Schwarz bound. Darker shading signifies
larger elements. As highlighted in the ssss bock, integrals can be
screened in two ways: (1) pair screening, which only requires access
to information on either the bra or the ket, and( 2) 4-index screening,
which requires access to both the bra and the ket. Pair screening is
easily implemented on the CPU by pruning charge distributions from
the lists that are sent to the GPU. In contrast, 4-index screening must
take place on the GPU. Two pair screening thresholds (self-repulsion
of the charge distribution) are highlighted: 10−15 hartree, which is
close to the numerical precision limit for double-precision floating
point numbers, and 10−11 hartree, which is the default threshold in
TeraChem. Detailed information on timings associated with this plot
can be found in the SI.

|( |

)|

Article
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for the bra or
K
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architectures (CPUs, GPUs, multiple nodes) by separating
logical from physical data and using a mapper to abstract the
hardware from the programmer. Regent also enables the
metaprogramming of integral computation, which we have
demonstrated using up to g angular momentum for J and p for
K. The Regent metaprogrammed implementation of J achieves
single-GPU performance of s and p kernels equivalent to handwritten CUDA kernels in a remarkably concise manner, under
150 lines of metaprogramming code. Efforts are underway to
demonstrate efficient, metaprogrammed implementations of K
for higher angular momenta. Using a metaprogrammed J
implementation and TeraChem K kernels wrapped in Legion
data structures and launched as Legion tasks, we scale highly
efficient single-GPU code to 45 GPUs (3 nodes), achieving
parallel efficiencies comparable to MPI-based parallelization
schemes. We also demonstrate Regent’s ability to scale CPU
variants of both J and K to multiple nodes, as well as map tasks
to both GPUs and CPUs concurrently.
The features demonstrated in this work will allow performant integral computation on modern supercomputers contianing powerful GPUs on multiple nodes, and can also pave the
way for fast deployment on heterogeneous machines that have
yet to emerge. While there are still improvements to be made
to improve the efficiency of high angular momentum code
generated for K, the advances presented here will enable
quantum chemistry simulations (e.g., ab initio molecular
dynamics) at large scale, both for the top computing systems
of today and of the future.
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Chatterjee, S.; Fryman, J.; Ganev, I.; Knauerhase, R.; Lee, M.The
Open Community Runtime: A runtime system for extreme scale
computing; In 2016 IEEE High Performance Extreme Computing
Conference (HPEC); IEEE, 2016; pp 1−7.
(79) Treichler, S.; Bauer, M. A.; Bhagatwala, A. V.; Borghesi, G.;
Sankaran, R.; Kolla, H.; Larkin, J. M.; Slaughter, E.; Lee, W.; Aiken,
A.S3D-Legion: An exascale software for direct numerical simulation of
turbulent combustion with complex multicomponent chemistry; Oak
Ridge National Laboratory (ORNL): Oak Ridge, TN, USA, 2017.
DOI: 10.1201/b21930-12.
(80) Edwards, H. C.; Trott, C. R.; Sunderland, D. Kokkos: Enabling
manycore performance portability through polymorphic memory
access patterns. J. Par. Dist. Comp. 2014, 74 (12), 3202−3216.
(81) Wolf, M. M.; Edwards, H. C.; Olivier, S. L.Kokkos/qthreads
task-parallel approach to linear algebra based graph analytics. In 2016
IEEE High Performance Extreme Computing Conference (HPEC); IEEE,
2016; pp 1−7. DOI: 10.1109/HPEC.2016.7761649.
(82) Harrison, R. J.; Beylkin, G.; Bischoff, F. A.; Calvin, J. A.; Fann,
G. I.; Fosso-Tande, J.; Galindo, D.; Hammond, J. R.; Hartman-Baker,
R.; Hill, J. C.; Jia, J.; Kottmann, J. S.; Ou, M.-J. Y.; Pei, J.; Ratcliff, L.
E.; Reuter, M. G.; Richie-Halford, A. C.; Romero, N. A.; Sekino, H.;
Shelton, W. A.; Sundahl, B. E.; Thornton, W. S.; Valeev, E. F.;
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